ETHzurich
ETH Al CENTER

Georgia Institute
of Technology

Variational Inference and Natural Gradient VI

Problem Setting:

q'(2) = argmingeo Dia(q(2) [| (2| D).
Non-conjugate setting: p(z | D) x p(D | z)p(z) is intractable.
Equivalent to minimizing negative Evidence Lower BOund (ELBO):

0= ~E,)logp(D| )] + Dcelal2) || pl2)).

Suppose @ is parameterized by 6 € O.
VI update with SGD:

. ~ 1
Qt_|_1 — al'gINI g <V€(9t), (9 — (975> -+ Q—%HH — (915H2.

Natural Gradient VI (NGVI) update with Stochastic Natural GD
(SNGD):
1

0141 = argmingeg (VL(6;),0 — 6;) + —Dxr(q(2:0) || q(2:6;)).

Vt

Advantages of NGVI:

v’ Suitable KL geometry instead of Euclidean.

v Interpretable as Mirror Descent (in expectation parameters).

v Leads to considerable improvements in practice [1].
Challenge: For non-conjugate models, both convexity and smoothness
fail, e.g., logistic or Poisson regression [1|. Theoretical guarantees for NGVI
in non-conjugate setting remain an open problem.

NGVI and Mirror Descent

Let © be an exponential family indexed by 7:

q(z;n) = h(z)exp ((9(2),n) — An)).
For exponential family @, NGVI update is equivalent to

. p 1
Wi = argming,co(VE«(wy), w — wy) + ;DA*(w, Wy).
t

Here A* is the convex conjugate of A, and D y- is the Bregman divergence.

NGVI for Mean-Field Gaussian Family:
Natural parameter: n = (A, A) = (X7 'u, —3571).

Expectation parameter: w = (£,Z) = (u, 2 + pp').
Log-partition function: A(n) = —tATATIA — Slog det(—2A).
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Guarantees for Non-Conjugate Models

Natural Gradient VI: [=] P [m]
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Contribution I: Landscape Prpoerties Contribution I1I: Convergence of Proj-SNGD
Stationary Criterion: Bregman Forward-Backward Envelope (BFBE) [4]:
Relative smoothness [2]: Ey(w) = —2pmin , o[(Vlw),w —w) + pDa- (W', w)] for some p > 0.
A differentiable function ¢ is said to be L-smooth relative to A* for
some L > 0 if for any u,v € U, Stationary Point Convergence

| .LDA (v,u) - é.(v) Z(u) <V€(u?,v u) — ZEDA (v,u) Theorem 3. Under relative smoothness condition and other mild
This is a generalization of smoothness in non-Euclidean conditions on the likelihood, the iterates of Proj-SNGD satisfy

geometry. T 5
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where Ay == £(wy) — ¢*, and V? is the norm-invariant variance of V£(w).

ELBO is A*-Relatively Smooth

Theorem 1. Let f(2) = —logp(D|z) € C* on RY and

V.f(z)| < Ly \ng f(z)| < Lo. Then #(w) is L-smooth rel- O(1/+/T) in the noisy setting. O(1/7") in the deterministic setting.
ative to A* on Q = {w : |w| < U,D' < ¥; < D} with
L = O(dD*U (L + LyU) + dD?(Ly + LyU)). Global Convergence
Theorem 4. Assume in addition that —log p(D | z) is convex, then
Hidden convexity [3]: under some mild assumptions the iterates of Proj-oSNGD satisty
A function F'is hidden convex with modulus puc > 0, ug > 0 if it o 1920, upT GAST, 12
has a convexr reformulation F(x) = H(c(x)), where min E[l(w; ) — ] < eXP A e
maane oy (=T s 12L) T AT
1. the map c is invertible satisfying ,
where wy, = argmin g (V(wy), w') + LD a+(w',wy), g = 5t

le(@1) = c(@)|| = peller — 2o

2. H is pg-strongly convex.
O(1/T) in the noisy setting. Linear rate in the deterministic setting.

ELBO is Hidden Convex Experiment Results

Theorem 2. If —logp(D| z) is convex in z, then £(w) is hidden

Problem: Bayesian logistic regression on MNIST dataset.
convex on §) with puo = (4U% +4D 4+ 1)"Y2 and pg = 1.

Important implication: Every stationary point is a global mini- 6000 - Prox.SGD
|
T 2 —+— Proj-SCD
o 5000 -
= —— SNGD
s - — = —e— Proj-SNGD
Contribution 1I: Non-Euclidean Projection < 4000 - HOJ7
for NGVI —
S— > 3000-
We have proved relative smoothness and hidden convexity of the ob- _8
jective on the bounded domain Q = {w : |u;| < U, D' < ¥; < D} % 2000 -
e
Proj-SNGD Algorithm (NGVI with Projection): 1000 -
VA (wir14) = VA (wi) — 1V (wr), wir1 = Projg(we «)- — S
. . | 1072 1071
[mplementation of Proje(wyi1.):
1. Compute (fig41 ., 2¢+1.5) Which corresponds to wyq . 70
2. Compute (,Ut+1> Ztﬂ) by entry-wise clipping of Figure 1:Number of iterations before the objective falls below ¢(w) < 700 for different
(Mt+1,*> Ztﬂ,*)- initial step sizes vy. Prox-SGD and Proj-SGD: standard VI algorithms. SNGD: NGVI
3. Compute the corresponding expectation parameter wy; of without projection. Proj-SNGD: this paper.

(L1, Digr1)-
v’ NGVI algorithms converge faster and are more robust to step size tuning.

Only O(d) extra arithmetic operations for projection. v Projection accelerates convergence.



