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Setting & Problem Formulation
Classical Constrained RL

Finite discounted MDP, unknown dynamics P, initial
distribution µ0, and γ ∈ (0, 1).

Reward under a cost budget

max
π∈Π

Jr(π) s.t. Jc(π) ≤ b.

For reward or cost q ∈ {r , c},

Jq(π) = (1− γ)Eµ0,π

[︄ ∞∑︂
t=0

γtq(st, at)

]︄
.

=
∑︂
s,a

(1− γ)
∞∑︂
t=0

γtPµ0,π(st = s, at = a)⏞ ⏟⏟ ⏞
=: λπ(s, a)

·q(s, a)

State-Action Occupancy Measure

Represent a policy by its discounted state-action
visitation:

λπ(s, a) = (1− γ)
∞∑︂
t=0

γt · Pµ0,π(st = s, at = a).

Jr(π) = ⟨r , λπ⟩, Jc(π) = ⟨c , λπ⟩.
Hidden Convex Transformation [1,2]

With softmax policy πθ(a|s) := exp(ψ(s,a;θ))∑︁
a′∈A exp(ψ(s,a′;θ)), the

mapping
θ ↦−→ λπθ

is locally invertible, Lipschitz inverse and locally
hidden convex, i.e. (1− α)λπθ + αλ∗ ∈ Vθ

Constrained Maximum Exploration

In absence of a reward function, explore maximally:

min
θ∈Θ

−H(λπθ) :=
∑︂
s,a

λπθ(s, a) log λπθ(s, a)

s.t. R(λπθ) ≤ 0.

Constraints beyond linear structure:

• Cost budget:

R(λ) := ⟨c, λ⟩ − cmax

• Apprenticeship Learning:

R(λ) := DKL

(︁
λ∥λref

)︁
−Rmax.

−H,R Convex in λ, generally non-convex in policy
parameters → no add. Bellman structure

Pseudo-Rewards [3]: Differentiable F , λ(θ) := λπθ and rF := ∇λF (λ(θ)), Policy Gradient Thm.: ∇θF (λ(θ)) = [∇θλ(θ)]
⊤rF = ∇θV

πθ(r)
⃓⃓
r=∇λF (λ(θ))

.

Approach & Analysis
Policy Gradient Penalty Method
Replace the constraint by a quadratic penalty:

Pβ(θ) := −H(λ(θ)) + β[R(λ(θ))]2+

1. Sample and estimate occupancy

At iteration k , sample B trajectories of length H under πθk :

ˆ︁λ(k) = 1− γ

B

B∑︂
b=1

H−1∑︂
t=0

γtδ
s
(b)
t ,a

(b)
t
.

2. Construct pseudo-rewards via chain rule

gH := ∇λ(−H(λ))
⃓⃓
λ=ˆ︁λ(k), gR := ∇λ([ · ]2+ ◦ R(λ))

⃓⃓
λ=ˆ︁λ(k)

3. Reuse the batch for REINFORCE

ˆ︁gk = 1

B

B∑︂
b=1

REINFORCE(τb; gH + βgR) .

4. Update the policy parameters

θk+1 = projΘ[θk − ηˆ︁gk ] .

Main Contribution

• Single-loop, primal-only method,
operating directly in the policy space with
single-batch penalty gradient estimation

• Global, last-iterate convergence
under biased stochastic gradient; only
strong duality needed, no Slater’s condition

• Late-iterate stability and scalability
to continuous control tasks beyond finite
grid worlds covered by theory

Assumptions
Regularity. L-smooth softmax parametrization.
Hidden convexity. θ ↦→ λπθ locally hidden convex,
inverse Lipschitz and locally invertible.
Strong duality. Finite Lagrange multiplier ν∗ ≥ 0 .

Convergence Theorem
For target accuracy ε > 0, choose

η = O(ε), β = O(ε−1),

B = O(ε−4), H = O(log(1/ε)).

After N = ˜︁O(ε−2) iterations, the last policy satisfies

−ε ≤ E[H(λπθ(N))−H∗] ≤ ε, E[[R(λπθ(N))]+] ≤ ε.

Here H∗ is the optimal feasible entropy.

Total complexity: ˜︁O(ε−6)

Link to Paper:
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Experimental Results
Theory: Gridworld
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PGP (ours), β = 0.005

Pure ME

PDPG (Ying et al., 2025), ηθ = 0.001

Constraint Threshold

Mean ± standard deviation over 10 seeds.

PGP (ours)
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Last-Iterate Stability

Fraction of late-training checkpoints meeting each criterion.

1 Gridworld

R ≤ 0.1 R ≤ 0.01

PGP (ours) 97.21% 92.43%

PDPG 65.33% 51.01%

Final 1,000 epochs over 10 seeds: 10,000 checkpoints.

2 SafeCartpole

PGP (ours) PDPG

Tup > 1 87.23% 59.47%

Tup > 60 86.11% 41.64%

R ≤ 0.1 96.89% 70.03%

R ≤ 0.01 94.49% 53.33%

Tup: sustained swing-up steps.

Final 500 epochs over 5 seeds: 2,500 checkpoints.

Beyond Theory: Scaling SafeCartpole

Continuous S,A; ˆ︁λ estimated with Gaussian mixture model
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PGP (ours) PDPG Constr. Threshold Visualized Policies

Mean ± standard deviation over 5 seeds.

PGP Learned Trajectory Sample, t = 9.6 s

Swing-up and symmetrical exploration near the slider limits,

tracer color denotes pole angular velocity (lower, higher).
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